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The technology foundation for Gedae (the product) is finally complete. As a
result, Gedae (the company) is taking this technology into the mainstream of
multicore programming.



"When we start talking about parallelism and
ease of use of truly parallel computers, we're
talking about a problem that's as hard as any
that computer science has faced. | would be

panicked if | were in industry."

John Hennessy, Stanford President, Computing Pioneer
“A Conversation with Hennessy & Patterson,” ACM Queue Magazine, 4:10, 1/07

Gedae's technology was developed from first
principles to target parallel computers. The effort
spanned a quarter century.

| had a person recently say to me that the difference between Ge d ae 6 s
approach and other approaches is that Ge d a appreach is pure where others
are working around the problem. | suppose in a sense itis. Ge d a appreach
is to accept highlevel abstract input from the developer and span the large gap
between the input and efficient software on nearly bare metal. The intent is to
avoid the limitations and overhead of libraries and add-ons to the hardware
architectures intended to make the architecture more programmable. These
approaches are an attempt to abstract away the difficult-to-program features of
the target. It is counter to the broad realization that custom use of those
features are key to maximizing efficiency of the software for a particular
algorithm.
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I n Backusd 1978 Turning Award Lecture he ask
Liberated from t he Gedm pigammiagparadigm ig focrszad

on multi-CPUs and multi-memories architectures and does liberate programming from

t he von Neumann styl e. Bu,Gedaedavelopadray t o Backu
programming model and only at the end developed a language to fit the model and

meet the demands of the developer. Gedae developers recognized that there are

solutions to isolated parts of the problem. These include: abstract languages (ala

MATLAB), data flow languages, optimizing compilers, layered software, model driven

engineering, hardware programmability features, verification (ala ADA) and

handcrafted distributed software. G e d a eppreach has been to adapt and integrate

those concepts into a coherent whole.

Gedae started with the massively parallel Connection Machine architecture but found
itdos first real home with t he ddinieeties.iFlomt ed me
there architectural features were added to expand the class of architectures targeted.

We had working customers that proved the value of our approach and the compiler
we had built, but our initial language was based on generalized data flow. It could
express any behavior but was prohibitively hard to use for many behaviors and
sometimes lead to inefficient software for newer architectural features. So one
dimension was to evolve the language to make it mainstream. That is, to make it as
expressive as popular languages like FORTRAN, C and MATLAB. We also
envisioned a language that could be used to implement higher level abstractions.
(continued next chart)
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We discovered we had to deal with both data and code and found, through
experience, that real problems had a complexity that simple benchmarks did
not capture. As a result the code size is typically big enough to significantly
impact timing if the management of code movement is not optimized.

Finally, there are numerous efficiency and distribution techniques used to
exploit multi-CPU multi-memory architectures. The compiler has to enable the
use of all of these techniques and, further, an arbitrary mix of these features.
These features include: data parallelism, increasing granularity for efficient use
of the CPU pipe, decreasing granularity for the efficient use of hierarchical
memory (cache), minimizing memory footprint, eliminating memory copies,
maintaining code locality for efficient use of hierarchical memory (cache),
multi-buffering transfers, round robin processing of streamed data and
pipelined processing of a chain of operations.

So when we say we have completed the foundational technology, we are
saying that we have completed all the things outlined above. This does not
mean that development will stop i1 just that the foundation for future

devel opments is in place. Wan\yeaswere he

invested in development of von Neumann programming paradigm after the

gue

foundation (FORTRAN 19577?) was in place?



The Language Enables the Compiler ge-eoe
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The schedule of distributed execution
is important because it dramatically
affects resource use and ultimately
throughput and power consumption.

Gedae’s Idea language allows the @

compiler to reason about
concurrency, resource use and the
schedule of execution to produce
efficient parallel code that runs on Gedae
| p - Architecture
architectures with N CPUs, M Class
memories, K interconnects

Idea™

Once again, in Backusd 1978 Tihatliberatiogh Awar
is dependent on the language and offers a functional style of programming as

an alternate. Our approach as mentioned earlier was bottom up. In reality, we
didndét start with a concept | i ke the fun
started with requirements for expressiveness, ease of use, architectural

features and implementation techniques and worked backward into a compiler

and language. The result is a rather unigue language that has both productivity

and efficiency features. The compiler converts the productivity features into

efficiency features during the first phase of computation. Since the two feature

classes can be uniformly mixed in the application, the advanced user can take

advantage of the efficiency features to define custom software distribution

strategies.



The productivity language is on the same level of abstraction as MATLAB.

Functional and dataflow style languages dispose of the sequential (von
Neumann) style of programming by eliminating state (persistent data). In such
cases the output of a function is only dependent on the input values. But the
elimination of state makes it impractical to express some behaviors essential
in most applications. While some of these behaviors can be resurrected using
feedback, the direct implementation of such behavior by the compiler leads to
inefficient software.

The strategy to be used is defined by the developer using high level language
features to express data reorganization (or data decomposition / composition
as we call those features).

Gedae started with a dataflow language but we added features and refined the
semantics of others to increase expressiveness and enable the compiler.



